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Abstract
This project focuses on implementing the Fast Causal Inference (FCI) algorithm in Python to evaluate its ability to identify cause-and-effect relationships among variables when hidden or confounding factors may be present. The datasets used for this project consist of four ALARM Bayesian network simulations, each providing a controlled environment where the true causal structure is known. This setup allows for a direct evaluation of the FCI algorithm’s accuracy. The main goal is to assess how effectively FCI can reconstruct these causal networks under different structural complexities (Close vs. Sparse) and to compare the Python-based results with Meredith’s implementation to evaluate consistency and performance.
Introduction and Background
Causal discovery plays an essential role in understanding the relationships between variables within complex systems such as biological and clinical environments (Zhang et al., 2021). In many real-world scenarios, conducting controlled experiments to determine cause and effect is not always feasible due to practical constraints, including cost, time, or ethical limitations (Zhang et al., 2021). Consequently, approaches that can infer causal relationships from observational data have become increasingly valuable. These approaches—commonly referred to as causal discovery algorithms seek to identify how variables influence one another by analyzing statistical dependencies and conditional independencies present in the data (Zhang et al., 2021).
Among existing causal discovery techniques, the Fast Causal Inference (FCI) algorithm is particularly useful because it can infer causal relationships even when unobserved or latent confounding variables are present (Zhang et al., 2021). This feature makes FCI more robust than earlier algorithms, such as the PC algorithm, which assumes that all relevant variables are fully observed. FCI extends these constraint-based approaches by combining conditional independence testing with orientation rules that help reveal potential hidden causes that may affect multiple observed variables. As noted by Zhang et al. (2021), both PC and FCI are foundational in constraint-based causal discovery, relying on statistical tests to infer and orient causal links based on observed patterns of dependence.
In this project, the FCI algorithm will be implemented in Python and evaluated using four ALARM Bayesian network datasets, which simulate causal relationships among nine variables. The nine variables in each dataset are derived from the ALARM network’s physiological model, which captures relationships among blood pressure, cardiac output, ventilation, and oxygen saturation (Beinlich, Suermondt, Chavez, & Cooper, 1989). These datasets are designed to represent both close and sparse network structures, reflecting different levels of connectivity and complexity. Because the true causal structure is already known, they provide a controlled environment for systematic testing and validation. The goal is to evaluate how accurately the FCI algorithm can reconstruct these established causal networks and determine whether the Python-based implementation aligns with Meredith’s prior work. By examining performance under different sample sizes and structural complexities, this study aims to provide insight into the reliability and limitations of FCI for causal discovery. The findings may also inform future applications of FCI in complex biological and clinical contexts, where hidden variables and confounding effects are often unavoidable (Zhang et al., 2021).
Methods (Data Analysis)
According to Koller and Friedman (2009), causal learning from data involves discovering the underlying causal structure among variables based on observed statistical relationships. It extends traditional Bayesian network learning by assigning causal meaning to directed edges, allowing for the identification of potential cause-and-effect relationships (Koller & Friedman, 2009). This process relies on two key assumptions: the Causal Markov assumption, which states that each variable is conditionally independent of its non-descendants given its parents, and the Faithfulness assumption, which suggests that any conditional independencies observed in the data should directly correspond to those implied by d-separation in the true causal graph (Koller & Friedman, 2009).
Building on these principles, the Fast Causal Inference (FCI) algorithm, as described by Spirtes (2001), will be applied in Python using the causal-learn package to identify causal relationships among variables, even when latent or unobserved confounders exist. FCI is a constraint-based causal discovery approach that uses statistical tests of conditional independence to determine the structure of causal graphs (Spirtes, 2001). The algorithm begins with a completely connected undirected graph and iteratively removes edges whenever conditional independence relationships are detected. Orientation rules are then applied to direct the remaining edges, resulting in a partially directed acyclic graph that captures possible causal directions (Spirtes, 2001).
FCI will be applied to four simulated datasets derived from the ALARM Bayesian Network, each containing nine variables. The datasets represent two distinct network structures Close and Sparse and two sample sizes (50 and 1,000). This setup enables assessment of how FCI performs across different levels of structural complexity and data volume. The variables analyzed include Blood Pressure (BP), Catechol, Cardiac Output (CO), ExpCO₂, HRBP, Intubation, Left Ventricular Failure (LVFailure), Minimum Volume Setting (MinVolSet), and Ventilation Alveolar (VentAlv) for the Close network, and Anaphylaxis, Arterial CO₂ (ArtCO₂), Catechol, ExpCO₂, Heart Rate (HR), Insufficient Anesthesia (InsuffAnesth), Oxygen Saturation (SaO₂), Total Peripheral Resistance (TPR), and Ventilation Lung (VentLung) for the Sparse network.

Evaluation 
To evaluate the performance of the FCI algorithm, the predicted causal connections will be compared to the known structure of the ALARM Bayesian Network. Since the relationships among the nine variables in each dataset are already defined, this allows for a direct assessment of how well FCI identifies the correct pairwise relationships. The evaluation will focus on whether the algorithm detects the same variable pairs and causal directions that exist in the original network across both Close and Sparse structures.
Precision will be used to measure the proportion of predicted connections that correctly match the ALARM network, and recall will measure the proportion of actual connections that the algorithm successfully recovers. Together, these metrics provide a clear way to quantify how accurately FCI reconstructs the known causal patterns under different sample sizes and structural complexities.


Timeline
Week 8
· Review the four ALARM Bayesian Network datasets (D50C9v, D1KC9v, D50S9v, D1KS9v).
· Set up the Python environment and load the datasets for preliminary exploration and data validation.
Week 9
· Implement the Fast Causal Inference (FCI) algorithm using the casual-learn github that goes over casual discovery in Python
· Test the implementation on one dataset to confirm the graph-learning process works correctly.
· Generate visualizations of the initial causal graph.

Week 10 
· Run the FCI algorithm on all four datasets.
· Begin comparing results between Close vs. Sparse networks.
Week 11
· Compare the Python-based results with Meredith’s implementation.
· Identify key differences in learned edge directions and discovered latent confounders.
· Summarize accuracy patterns and preliminary findings.
Week 12
· Interpret causal pathways among variables and how structure density (Close vs. Sparse) affects recovery accuracy.
Week 13
· Draft the Results and Discussion sections of the final report.
Week 14 
· Prepare presentation slides and summarize findings for review.
Week 15 (Final Report Due)
· Submit the completed final project report.
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